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This short research note presents data on the visibility of leading 
politicians participating in electoral races in Canada and the US during 
the fall of 2008. Visibility metrics constructed from news items were 
strikingly accurate, within 0.2% and 0.3% of actual voting results in the 
Canadian and US races respectively. Other metrics – blogs, www, 
social, images and videos – are less accurate reflections of voting 
behaviors but nonetheless paint an informative picture of these social 
processes. This is in sharp contrast with past experiences where 
visibility indexes were woefully inaccurate. 

I conclude with remarks on the measurement properties of these 
metrics and on their meaning. It is important to keep in mind that these 
are anecdotal results based on only two events and that such indexes 
have to be interpreted with care. Yet, these results should be sufficient 
to generate a strong interest in a corpus that could prove to be a major 
source of insights for the social sciences, be they focused on politics, 
business or other areas of the field. 
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1 Introduction 

There is a growing body of anecdotal evidence on the value of web-based 
visibility metrics as useful predictor of electoral races. In the case of the 2007 
French presidential elections, Swammer, a small business intelligence provider, 
concluded that their index had been one of the most accurate predictor of the 
electoral outcome (Swammer.com, 2007). Véronis (Véronis, 2007) claimed 
similar precision by tracking visibility over six daily and one weekly newspapers 
while fr.2007 reports similar results obtained by tracking blogs (Anonymous, 
2007). 

This is in sharp contrast with the 2004 experience. Factiva, a major business 
intelligence provider operated by Dow-Jones and Reuters, had launched a media 
visibility index in the fall of 2003, that would track political races including the 
democratic convention (Factiva, 2003). Their index did not do very well. As we 
can see in Figure 1, Factiva released its first results at the end of the month of 
October 2003, placing Howard Dean firmly in the lead. Deanʼs visibility index 
climbed for the first three months, peeking at 61% at the end of December. Yet, 
less than two weeks later, Deanʼs campaign could not win more than 11% of the 
delegates in the Iowa caucuses. One month later Dean conceded defeat and 
John Kerry won the race over a distant John Edwards.  

Three things deserve to be noted here. First, there was the obvious discrepancy 
between a visibility index strongly in favor of one candidate and the actual results 
strongly in favor of another. Second, the outcomes of the first 17 states (up until 
Deanʼs decision to drop from the race) were fairly constant as far as John Kerry 
was concerned, suggesting that there was no shift in momentum that could have 
explained why media visibility was so much out of touch with reality. Third, 
despite a huge gap between visibility and electoral results, the correction in 
visibility indexes took weeks – according to Factivaʼs index, Dean had garnered 
twice as many media mentions as Kerry on the week ending on the eve of the 
Iowa caucuses; both candidates were in dead heat in the February 1st report, and 
one week later Kerry had clearly overtaken Dean. All this while Kerry 
systematically averaged 65% of the delegates with Dean stuck at around 15% 
over the course of 17 electoral events. In short, visibility indexes had (1) not been 
a useful predictor and, if anything, (2) they lagged significantly behind the facts1. 

The truth of the matter is that there was, at the time, a strong consensus that the 
web was an unreliable source of information (Bar-Ilan, 2001, 2008; Björneborn & 
Ingwersen, 2001; Clarke & Willett, 1997; Cothey, 2004; Ingwersen & Björneborn, 

                                            
1  Factivaʼs visibility index is not mentioned after the 2005 New-York mayoral race (Anonymous, 2005). One 
academic paper refers to this index in the context of the 2004 Canadian Conservativeʼs leadership race. 
Here again, the leader in terms of visibility ended-up losing the race (Trimble, 2005) 



2005; Lawrence & Giles, 1999; Mettrop & Nieuwenhuysen, 2001; Oppenheim, 
Morris, McKnight, & Lowley, 2000; Shafi & Rather, 2005; Snyder & Rosenbaum, 
1999; Vaughan & Thelwall, 2004). 

Figure 1 News visibility index during the 2004 democratic primaries 

 

But this was before the emergence of the “social web”, where millions of 
contributors expanded considerably the diversity of the digital sphereʼs content. 
At that time Google claimed to have indexed 8 billion pages (Peterson, 2004), a 
number that had grown to over 20 billion in 2005 (Yahoo!, 2005) and to an 
estimated number in the vicinity of 100 billion indexed pages (Arrington, 2008) 
over a proven universe of 1 trillion distinct urls in 2008 (Alpert & Hajaj, 2008). 
This growth is in part due to the phenomenal popularity of blogging – millions of 
blogs have greatly accelerated the flow of information. The impact of blogging on 
the mainstream media is caused in part by their actual news content, but also by 
the technological changes they induce such as the diffusion of syndication and 
the emergence of micro-blogging and more importantly, by changing 
expectations on the relevance and the freshness of informative content. 

In this research note, I briefly present how indicators have evolved by providing 
an overview of the evidence gathered during two recent electoral races: the 
Canadian federal election held on October 14th 2008, and the US presidential 
election held on November 4th 2008. 



2 Methodology 

Visibility metrics can be defined in several ways. They are sometimes measured 
by the number of inbound links (e.g. Vaughan & Thelwall, 2004); in this note I use 
the simpler and arguably more widespread notion of page counts (Rousseau, 
2001; Thelwall, Vaughan, & Björneborn, 2005).  

In order to improve the reliability of web-based indicators, a list of search engines 
has been compiled from various sources. There are the obvious market leaders: 
Google, Yahoo!, Live (Microsoft) (Mike Thelwall, 2008) and fairly strong second-
tier engines such as Ask, Exalead and AllTheWeb. Additional engines were 
identified through the list of top alternative engines, edited by (Knight, 2007). In 
order to be used in the data acquisition process, engines had to search for 
general terms, create their own index (or as in the case of allTheWeb, allow 
queries that Yahoo! search does not support) and return an estimate of the 
number of indexed pages. 

As can be seen in table 1, a total of 24 distinct entities, from Alexa to youTube, 
are represented. In some cases, an engine may return more than one value. 
Exalead, Google, Twitter, Wikipedia and youTube were used to provide both the 
number of pages created the day prior to the query and the total number on 
pages indexed. Technorati returned the number of results appearing in blogs with 
high or medium authority. Truveo and youTube were also used to return both the 
number of clips and the number of views generated by the top 10 videos. 

These engines have been grouped into six semantic segments: (1) nine search 
engines cover the undifferentiated www, (2) eight cover blogs, (3) nine cover the 
news media2, (4) six cover images, (5) nine cover videos and (6) six cover the 
“social web”, this last category being an assemblage of usersʼ comments 
indexed from various corners of the www in addition to entries in the Wikipedia, 
but excluding popular but ineffectual searches in the leading social sites 
(Facebook, MySpace or LinkedIn).  

Every day, between 03:00 and 05:00 a script has submitted queries on relevant 
politicians using each of these engines. Raw values were used to compute the 
share of visibility within each engine, and the average of those values within each 
semantic segment. Systematic querying started in April. The process has been 
improved over the course of the summer (expanded list of engines, additional 
queries to reduce the number of missing values, etc.) and stabilized in early 
September 2008. 

                                            
2 In this paper the news metric has been optimized for reliability. The metric is the arithmetic average of the 
returns reported by Factiva, Google News and Yahoo! News for the Canadian race. In addition, 
NorthernLight and Bloglines were used to compute an average score for the US race. Details of the 
procedure are available in Gauvin (forthcoming) 



Table 1 - List of search engines used to monitor visibility 

 



3 Results 

3.1 Canadian federal elections 

The electoral campaign started officially on September 7th 2008, with the 
dissolution of the 39th Parliament, and ended on October the 14th, on Election 
Day. The conservatives were forming a minority government and were hopeful of 
winning a majority. In the end, even though the Conservatives made some gains, 
they had to content themselves with another minority government – Harperʼs 
conservatives received 37.63% of the popular vote vs. 26.24% going to the 
Liberals. The electoral result is presented in Table 2. 

Table 2 - Canadian Federal Elections 2008: electoral results 

source: Elections Canada – http://enr.elections.ca/National_e.aspx 

 

Visibility metrics in the news media (Figure 2) came very close, at 0.02% of the 
actual result. If we focus on votes received by the two front-runners, Harper and 
Dion, the 37.63% figure (100% being the sum of all pages returned for each of 
the five party leaders) translates into a 58.9% voting share in favor of the 
Conservatives (100% being the sum of all pages returned for either Harper of 
Dion). By comparison, visibility metrics in the news media on the eve of the vote 
gave shares of 38.9% vs. 27.3% for Harper and Dion respectively. These figures 
translate into a 58.7% visibility share for Stephen Harper, a mere 0.2% off the 
actual voting share.  

Focusing on the news metric, we can see that, unlike what happened in 2004, 
the metric reacts in a timely fashion to current events: following the election, 
Harperʼs share climbed in the 70% range in a matter of days as other leaders 
faded in relative obscurity. Then, on October the 20th, Dion confirmed the 
speculations that had been raging after the Liberalsʼ defeat and announced that 
he would resign from his post. His visibility peaks on that date and goes down 
steadily afterwards. 

 



 

Figure 2 - Evolution of the news media visibility share  

 
The visibility share of a candidate is computed by dividing the number of results reported by 
an engine for a search the query for his or her full name, such as “Stephen Harper”, enclosed 
in quotation marks, over the sum of the results reported for all candidates. 

 

Other metrics were not so accurate in reflecting voting behavior. Figure 3 shows 
a snapshot of the visibility shares of the five party leaders on the eve of the 
election for the six metrics that were computed (news, blogs, www, social, 
images and video). The overall picture may show how the information flow in 
the digital sphere reveals significant features of an electoral race.  

First, Harper dominates clearly, on every dimension. Second, Dion, the leader of 
a party with a strong tradition, often characterized as thoughtful but 
uncharismatic, has achieved his best score in the news and his worst on images 
(13% of visibility – less than half of his vote share). On the other hand, Elizabeth 
May from the Green Party, where it is not unusual to see highly motivated 
militants, has relatively high social metric (13% of visibility – close to twice Mayʼs 
vote share). 

 

 



Figure 3 - Canadian Federal Elections 2008: visibility shares 

 

Figure 4 presents the evolution of the news, blogs and www visibility metrics for 
the liberal leader, Stéphane Dion. We can see that blogs and news are fairly 
close to each other. It is tempting to focus on the post-election pattern, where 
blogging share went up immediately whereas the news media cooled off after a 
few speculative iterations about Dionʼs future.  

Figure 4 - Evolution of News, Blogs and WWW metrics 

 



Generally speaking, however, there is little evidence of blogs being a leading 
indicator of news.  Figure 5 shows a peak correlation at lag zero. The slow decay 
of correlation would suggest that the visibility peak at Dionʼs resignation might 
dwarfs other lead-lag effects.  

Figure 5 - Correlations at various lags between news, blogs and www 

 

 

 

 

 

 

 

 

 

 

 

 

 

 



3.2 US Presidential election 

Figure 6 shows how visibility metrics have evolved in the news, blogs and www 
at large, from the beginning of April, at the height of the Clinton-Obama battle for 
the democratic nomination, up until one week after the election. The numbers 
represent the proportion of results generated by Barack Obama over the sum of 
those generated by him and his main rival, John McCain. 

Several observations should be made. First, the news and blogs series reacted 
very fast to current events. Unlike what happened in 2004 where the Dean vs. 
Kerry race took weeks to be reflected by visibility metrics, the dynamics of the US 
presidential race impacted visibility almost instantaneously. This is most obvious 
on the day following the election where, as should be expected, the visibility 
share of President elect Obama jumped to over 70%. The news and blogs 
indexes also reacted in a timely fashion to the Republican convention. Obamaʼs 
visibility share dropped by more than 25 points on the opening day of the 
convention. 

Figure 6 - Evolution of key metrics during the US presidential campaign

 
The visibility share is computed by dividing the number of results reported by an engine for the 
query “Barack Obama” over the sum of the results reported for “Barack Obama” and those 
reported for the query “John McCain”.  



Second, the news series appears to be unbiased, at 0.3% of actual results. 
Barack Obama has received 52.7% of the popular vote on the November 4th 
election vs 46% to John McCain. These figures translate into a 53.4% share of 
vote. The news visibility share was very close, at 53.1%, on November the 3rd.  

Third, additional face validity can be gained by noting that Obamaʼs share of 
visibility had steadily increased from a low of less than 40% at the time of the 
Republicanʼs convention, up to a value in the 53%-55% range at election time. 

Table 3 - US Presidential election: summary statistics of visibility metrics 

 
 

Fourth, the blogs visibility index is usually very close to that of the news media, 
albeit slightly higher. Correlation computed at various time lags is highest on the 
same date, i.e. blogs are not ahead of the mainstream media, nor are they late. 
They react at the same time, with an Obama bias. The www visibility index is 
more stable and lags behind, with a peak correlation at 11 days after the news. 
Both lagged correlation curves are presented in Figure 7.  

 

Figure 7 - Correlation at various time lags 

 
 

 



 

 

Visibility indexes for the images, videos and social www segments did not track 
as well. From Figure 8 we can see that images and social www indexes show a 
positive trend starting after the Republican convention, whereas the video index 
remained flat. All three indexes show a somewhat larger variance than the first 
three and are biased towards candidate Barack Obama. Summary statistics are 
presented in Table 3. 

Figure 8 - Images, Video and Social www indexes 

 

 

 

 

 

 

 



Another useful way to represent this array of web-based metrics is with a radar 
chart, and illustrated on Figure 9, for the election date. We can see at a glance 
how both tickets fared. If it is clear that the presidential nominees dominate, 
notice how Obamaʼs lead is larger on every dimension other than news, keeping 
in mind that news turned out to be an accurate reflection of actual voting 
behavior. This would be consistent with an interpretation along the lines of 
Obamaʼs campaign having more momentum than McCainʼs. 

It is also instructive to observe that the democratic ticket was completely 
dominated by Obama – the vice-presidential candidate, Biden, is barely 
noticeable, whereas the Republican ticket sees Palin much more visible than 
Biden and almost on equal footing with McCain on the www and social metrics.   

Figure 9 - Visibility share of various web indicators on November 4th 

 

 

 

 



4 Discussion 

Web-based metrics are undoubtedly coming of age. What was mostly a useless 
curiosity a few years ago shows many signs of great potential. The accuracy of 
visibility metrics culled from the news media in particular, is remarkable. The 
anecdote of the French presidential is no longer an isolated case. There is clearly 
an important research opportunity here. This being said, several additional 
observations should be made.  

First, there is an urgent need to investigate the reliability of these metrics. In this 
paper we report on political processes because of the abundance of data from 
other sources. Voters are frequently polled and the actual result is measured and 
reported accurately. This provides a rather unique benchmark that has no parallel 
in the business world or elsewhere as far as we know. If we can show that these 
metrics are accurate, we are either lucky or we have reliable and valid metrics. 
And hopefully, we are not lucky – we are in a situation where reliable metrics can 
be used to construct valid inferences. 

Developing a good understanding of the measurement properties of these 
metrics is arduous as we are dealing with latent variables (visibility in the digital 
sphere is not directly observable as opposed to, say, visibility at sea which can 
be operationalized unambiguously), but unlike most psychometric scales, search 
engines may return extreme values that will break conventional procedures. 

Yet it is essential to figure out ways to separate true signal from the noise. As 
mentioned earlier, in this note the news indicator is adjusted based on 
preliminary reliability analysis on an unrelated dataset. It is satisfying to see that 
these ex-ante procedures yielded accurate measures, very promising for further 
research, and should be understood as a strong warning against using web-
based metrics without reliable filters. (see Gauvin, forthcoming) 

Second, visibility metrics should not be equated with popularity metrics as is 
made amply clear by the Dion case. This was a controversial figure who became 
most visible on the day he confirmed that he was resigning from his position. This 
is not to say that sentiment analysis is a must (Mullen & Malouf, 2006; Pang & 
Lee, 2008). Dionʼs visibility pattern shows a brief, major spike. It is preceded by 
rapid mounting visibility from the blogosphere and decays very rapidly. Whereas 
the purpose of this note is not to expand on ways to use visibility scores to infer 
sentiment, anecdotal evidence abounds and serious investigation based on such 
metrics should yield interesting results. 

Third, keep in mind that “accurate reflection” is not such a great achievement – 
there is no implication that visibility metrics can predict. This is not to say that 
accurate reflection is worthless. Paradoxically, it may be in the realm of politics 
that such metrics are least useful because we already have are large array of 



opinion polls that are conducted on a regular basis and easily accessed from 
anywhere at any time. The intriguing question is whether web based metrics may 
reflect accurately other social concerns and processes. From lofty social themes 
such as mobilization against global warming, to the mundane such as the fate of 
the hamburger, the market share of your competitor, the features your customers 
wish. Processes for which there is no abundance of free and reliable data. Back 
to our first observation – if web-based metrics were shown to be reliable and 
valid in one area of the social sciences, there might be reasons to believe that 
reliable, valid tools could be developed in other areas as well. And because of 
the nature of these metrics, such tools would be affordable and could help 
improve our understanding and ultimately our decision processes across a wide 
range of applications. 

To summarize, we have here preliminary, anecdotal evidence that web-based 
metrics can be accurate reflections of important social processes. The web has 
been transformed over the past few years and could become one of the most 
fertile grounds for research in various areas of the social sciences. 
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